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Supervised machine learning

We observe some data Strqin = 14X, yn}fy  EA XY

Goal: given a new observation x, we want to predict its label y

Training &l Algorithm M Prediction
Data

Strain = 1% Yy 2721 A fo=d(S)

How:




Nearest neighbor function
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Nearest neighbor function
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Nearest neighbor function

nth e X - I
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Nearest neighbor function
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Nearest neighbor function
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lrain»
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Nearest neighbor function

nth e X - I

lrain»

x — {the k elements of S} 5i closest to x}
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nbhg 2()6) — {XS,XS}

Irain?
" Not uniquely defined!
The result depends on the implementation
Ties are often broken randomly



Nearest neighbor function

nth e X - I

lrain»

x — {the k elements of S} 5i closest to x}
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Remarks:

» Different metrics can be employed

* High computational complexity for large NV (but efficient data structure may exist)



k-NN can be used for regression (y € R)

1
fStmin’k(x) — ; Z yn

n:x,enbhg . (x)
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k-NN can be used for regression (y € R)

1
fStmin’k(x) — ; Z yn

n:x,enbhg . (x)
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k-NN can be used for regression (y € R)

18, ik (X) = _ D>y
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k-NN can be used for regression (y € R)

1
fStmin’k(x) — ; Z yn

® O O ®
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D3 Ty oy Testing point
f,n3) = = (33 + 34+ 37)



k-NN can be used for classification (y € {0,1})

(%) = majority{y, : x, € nbhg ,(x)}
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rrain’
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k-NN can be used for classification (y € {0,1})

«(x) = majority{y, : x, € nbhg

lrain?

Is (%) }
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k-NN can be used for classification (y € {0,1})

fs

rrain’

(%) = majority{y, : x, € nbhg ,(x)}

lrain?

om ¥ ®x X4 @ *20
nle O e % o B o o
x10 e 6 xlO. ® ‘16 @ X21
o M X13 15 ° X0 * 0
A3 O, 19 Testing point




k-NN can be used for classification (y € {0,1})

«(x) = majority{y, : x, € nbhg
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k-NN can be used for classification (y € {0,1})

fs () = majority{y, : x, € nbhg__,(x)}
x1. O 1
X3 * )
Testing point
fo  3(x) =0



k-NN can be used for classification (y € {0,1})

(%) = majority{y, : x, € nbhg__(x)}

fs
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k-NN can be used for classification (y € {0,1})

(%) = majority{y, : x, € nbhg__(x)}

fs

rrain’
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Remarks:

 Choose an odd value for k to prevent ties
* Generalization: smoothing kernels; weighted linear combination of elements



Why does it make sense?

 Relevant in the presence of spatial
correlation

* Implicitly models intricate decision
boundaries in low-dimensional spaces
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Bias-variance tradeoff in k-NN

For small k:

 Low bias - complex decision boundary

* High variance - overfitting

For large k:

(When k = N, prediction is constant)

« High bias

e Low variance

I
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%9

1-nearest neighbor classification




U-shaped curve for k-NN bias-variance tradeoff

k — Number of Nearest Neighbors
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Complexity increases as k decreases



Find a k that balances bias and variance

Characteristics of an optimal k:

. C r ;
» Low bias: Ensures a sufficiently _Fao e Vo T
complex decision boundary / o 50

» Low variance: Prevents overfitting 1

15-nearest neighbor classification



Summary: k-Nearest Neighbor

Pros:
* No optimization or training Q
« Easy to implement @O 5
v

 Works well in low dimensions, allowing for very
complex decision boundaries a

Cons: )
* Slow at query time
* Not suitable for high-dimensional data

* (Choosing the right local distance is crucial



Curse of dimensionality

Claim 1: As the dimensionality grows, fixed-size training

sets cover a diminishing fraction of the input space
Assume the data x ~ %([0,1]%) /

Consider a blue box around the center X, of size r

| _d .
P(x € )=r"=a e

*
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2 =[0,11¢



Curse of dimensionality

Claim 1: As the dimensionality grows, fixed-size training

sets cover a diminishing fraction of the input space
| r=0.63
Assume the data x ~ %([0,1]%)

Consider a blue box around the center X, of size r

| _ d .
P(x & Y=r" =« -

If a = 0.01, to have:
d = 10, we need r = 0.63 Y o |

2 =[0,11¢



Curse of dimensionality

Claim 1: As the dimensionality grows, fixed-size training

sets cover a diminishing fraction of the input space
| r=0.95
Assume the data x ~ %([0,1]%)

Consider a blue box around the center X, of size r

| _d .
P(x € )=r"=a -

If a = 0.01, to have:
d B 10, we need 1 = 063 ................................
d = 100, we need r = 0.95

We need to explore almost the whole box

2 =[0,11¢



Curse of dimensionality

Claim 2: In high-dimension, data-points are far

from each other. /
Consider N i.i.d. points uniform in the [0,1]¢
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Curse of dimensionality

S EEEEEEEEEEEEEEsEEEEEsasssEEEEsssamEnnnnsnnndun

Claim 2: In high-dimension, data-points are far
from each other.

Consider N i.i.d. points uniform in the [0,1]¢
L(H.Xie )21/2 — ;/’Z(I_L)l/d

) 1/N

Proof: P(x ¢ = )=1-—1¢
P, & = ,Vi<N)=(1-rdN
P(Ax, e = )=1-(1-=rdHN

Ford = 10, N = 500, we have r > 0.52

*
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Generalization bound for 1-NN

Setup: (X,Y)~ D over X X Y = (0,119 % {0,1)

(Goal: Bound the classification error:

L(f) =1 (X,Y)NQZ(Y # (X))

Baseline:

» Bayes classifier: minimizes L over all classifiers

J(0) = 1,10 where n(x) = P(Y = 1| X = x)
e Bayes risk: represents the minimum probability of misclassification

L(f,) = P(f,(X) # Y) = Ex._g [min{5(X),1 — n(X)}]




Generalization bound for 1-NN

Setup: (X,Y) ~ D ov

(Goal: Bound the classif

Baseline:

Proof 1.
nx)>1/2 <

PY=1|X=x)>1/2

— PY=1|X=x)>2PY=0|X=x)

—

]l € arg max P(Y =y|X = x)
ye€i0,1]

y€{0,1}

» Bayes classifier: minimizes L over all classifiers

J.(0) = 1,51, where n(x) = P(Y = 1| X = x)
o Bayes risk: represents the minimum probability of misclassification

L(f,) = P(f,(X) # Y) =

~x~g IMIN{7(X),1 —n(X)}]




Generalization bound for 1-NN

Proof 2:

L(1,) = Ex yy~ally syl

_XN@X[ - YN@HX[ lf*(X)?éY | X]]

= IC XN@X[ ‘Y~9Y|X[1 f.(X)#Y | X] 1;7(X)21/2 T EY~@Y|X[1J;(X)#Y | X] 177(X)<1/2]

=X~ L Y~@Y|X[1 12y | X1 o> 10 + EYNnglX[lo;éY | X11,x0)<1/2]
“x~g [P(Y =0 | X1, 00510+ PY = 11X)1, 5 <110]
= x~g [MIn{7(X),1 —n(X)}]

o Bayes risk: represents the minimum probability of misclassification

L(f,) = P(f(X) # ¥) = Ex.g [min{n(X),1 — n(X)}]




Generalization bound for 1-NN

Assumption: 3¢ > 0, Vx,x' € X

| n(x) —nx") | < cllx — x|,

= Nearby points are likely to share the same label



Generalization bound for 1-NN

Assumption: 3¢ > 0, Vx,x' € X

Claim:

| n(x) —nx") | < cllx — x|,

= Nearby points are likely to share the same label

—¢  [L(fg )] < 2L(f,) + ¢

train train

S

train’

XN@X

[||X — nbhg__ 1(X)]|]

lrains

'\

geometric term: average
distance between a random
point and its closest neighbor



Generalization bound for 1-NN

Assumption: 3¢ > 0, Vx,x' € X

[7(x) = n(x) | < cllx =X,
= Nearby points are likely to share the same label
Claim:

[L(fg )] < 2L(f,) + ckg

tmm train train’

< 2L(f,) + 4(:\/6_ZN T+

trrains

(Xl

Interpretation:

For constant d and N — oo : Eg [L(fs )] < 2L(f,)
d(d+1)/2

To achieve a constant error, we need NV - curse of dimensionality
Despite common belief: Interpolation method can generalize well



Proof

We want to bound

— L(fS )| =Eg |l (X,Y)N@[fs (X) 7 Y]]

Strain train Strain
— (Xl’ N) ~ @)(, aln

We first sample N unlabeled examples S,

rain, X ~—
unlabeled example X ~ 2y and define X" = nbhg ~ ;(X)
Finally we sample Y ~ »(X) and Y’ ~ n(X’)
We have:
- l‘mm L(fStmm) _Stmin,XﬂxN@Xa YN}/](X)aY,N}/](X,)[ 1 Y?éfStmm(X)]

StrainxsX~Dx, Y~n(X),Y'~n(X’) [ 1 Y+ Y’]

Stmin,X’XNgJZX[L YNV](X),Y/N}/](X/)(Y# Y,)]



Proof

Consider two points x, x’ € [0,1]¢.

Sample their labels Y ~ n(x) and Y’ ~ n(x’)

Claim:

e Simple case: x = x’

P(Y' £ Y)

= E[lysyly—; + Tyzylyool

— P(Y = DP(Y = 0) + P(Y' = O)P(Y = 1)
= 2n(x)(1 —n(x))

< Z2mimnin(x),1 —nlx)}

P(Y'#Y) < 2minin(x),l —nx)} + cllx — x|

Case 1:

Y=0 (1 —7(x))
Y'=1 nx)
Case 2:

Y=1  75(x)
Y'=0 (1 -75(x))




Proof

 (General case:
P(Y # Y') =nx)(1 —nx’)) +nx)(1 —nx))
= n(xX)(1 = nx)) + nx)(nx) —nx))
+n()(1 —nx) + ((x) —n(x)(1 — nx))
= 2n(x)(1 —n(x)) + 2n(x) — D(n(x) — nx’))
< 2n(x)(1 = nx)) + [2nx) — D[] n(x) = n(x)|
< 2n(x)(1 = nx)) + | n(x) —nx’) ]|
< 2n(x)(1 = n(x)) + cljx — x|
< 2min{n(x),1 —n(x)} + cllx — x|




Proof

train train

_S [L(fS ' )] — _Stmin,X’XN@Xv YN”(X)’Y/NVI(X/)[ 1 Y#fstmin(x)]

Stmin,vaN@Xa YN”(X)aY/NVI(X/)[ 1 Y#Y,]

‘S‘tmin,Xﬂ)(NgZX[L YN??(X),Y/NV](X/)(Y# Y/)]
=5, X~ 2 mimnn(X),1 = n(X)} + cf| X = X|]

<2L(f,) +c x~g LIIX —nbhg, 1 (X)|l]

lrains

IN

S train’



Bound on the geometric term

| fresh le X ~ t /S /S S S S
Consider a fresh sample Yy and denote by A A A AV
p, = P(X € Boxy) T 77777 A
Consider the b hich contains X. T tions: //////////// 1
onsider the box which contains X. Two options: A AL A /////
/;/;/;/
///////
WV
AV
/////
/ .
Box which

contains X

€ 2 =[0,11¢

- cover of the Hypercube



Bound on the geometric term

Consid fresh e X ~Y d denote b o S S S S
onsider a fresh sample v and denote by e
p, = P(X € Boxy) A ALY/
Consider the box which contains X. T tions: ///////-///// Al
onsider the box which contains X. Two options: e /{///
 The box contains an element of S4,4in. X has a N - I
neighbor in S5in at distance at most \/c_z’e ° >//<///
AV
It happens with probability 1 — (1 — pk)N X / // // /{
° _|e A
Xn ///
Box which
contains X
®
& 2 =10,11

- cover of the Hypercube



Bound on the geometric term

d fresh le X ~ d denote b o S S S S
Consider a fresh sample Dy and denote by T

p, = P(X € Boxy) YA/ %
Consider the box which contains X. T tions: 77T AT AN
onsider the box which contains X. Two options: F AN,
 The box contains an element of S4,4in. X has a N - I
neighbor in St,4in at distance at most \/c_z’e ° >//<///
N VYV
It happens with probability 1 — (1 — pk)N ¥ / // // /<

° o AV

X, ///

Box which
contains X

A
Proof: Consider the worst case: / /
=~ [ _
|1 X — x| = \/zi=1 e’ =1/de i ’
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V.

X - cover of the Hypercube




Bound on the geometric term

d fresh le X ~ d denote b o S S S S
Consider a fresh sample Yy and denote by o
P = P(X € Boxy) 8 L Lo e
Consider the box which contains X. T tions: A A AN
onsider the box which contains X. Two options: AN,
 The box contains an element of S4,4in. X has a N - I
neighbor in S5in at distance at most \/c_z’e ° >//<///
N VYV
It happens with probability 1 — (1 — pk)N bY: 4 // // /{
®
» There is no element of S;45in- The nearest neighbor of //;//

Box which
contains X

X can be at worst at a distance \/c_i

It happens with probability (1 — pk)N
£ X =1[0,1]¢

- cover of the Hypercube



Bound on the geometric term

Consider a fresh sample X ~ & and denote by

C "
Proof: Consider the worst case: / /

IX—xll =/ XL, 1 =Vd

X

of

CT CAT -

X can be at worst at a distance \/c_i
It happens with probability (1 — pk)N

o /S /S /S

¥
7 77707 7 AN 0NA
I 7777 7 A1
A%0%0%0”%

. 2P 4P %
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| WMl
AV e

Ay

/

Box which
contains X
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- cover of the Hypercube



Bound on the geometric term

o / / /S /
11X = nbh(X)[T < X, pl(1 = po™yd + (1 = (1 = ppM)v/de] 7T T T

/
/
| - g 77727 7 NN
Claim: The bound is derived by optimizing over p, and & S L LSS Nl 1 |/
. ¢ e ///////
Intuition: o ;//{///
o If p, is large: it is likely that we pick that box but it is y ///////
also likely that we find a training point in that box . ydrdvey
NV
o If p, is small, we are generally safe, as by its /

Box which
contains X

definition, this scenario occurs infrequently A

€ 2 =[0,11¢

- cover of the Hypercube



Nearest Neighbors is a local averaging method

Local averaging methods aim to approximate the Bayes predictor directly - without the
need for optimization

This is achieved by approximating the conditional distribution p(y | x) by some p(y | x)

These “plug-in” estimators are:

. f(x) € argmax P(Y = y| x) for classification with the 0-1 loss
YEY

. f(x) =E[Y]|x] = I? yp(y | x)dy for regression with the square loss

In the case of nearest neighbors:
n N

n=1

where w(x) = 1/k for the k nearest neighbors (0 otherwise)



Recap

K-NN: a local averaging method for regression and classification

- use a notion of distance to define neighborhoods (= k nearest neighbors)

- the prediction is a function of these neighborhoods

e.g., majority selection for classification, weighted sum for regression

Bias-variance: small/large k leads to low/high bias and high/low variance
Curse of dimensionality: as d /' oo , it is harder to define local neighborhoods
For N — 00, 1-NN is competitive with Bayes classifier

N needs to scale exponentially in d to achieve the same error



